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Abstract. Data is a powerful tool to make informed decisions. They can be
used to design products, to segment the market, and to design policies. How-
ever, trusting so much in data can have its drawbacks. Sometimes a set of
indicators can conceal the reality behind them, leading to biased decisions that
could be very harmful to underrepresented individuals, for example. It is chal-
lenging to ensure unbiased decision-making processes because people have their
own beliefs and characteristics and be unaware of them. However, visual tools
can assist decision-making processes and raise awareness regarding potential
data issues. This work describes a proposal to fight biases related to aggregated
data by detecting issues during visual analysis and highlighting them, trying to
avoid drawing inaccurate conclusions.
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1 Introduction

Information has grown in size and relevance over the last years; technology has not 
only increased the generation of data but also their accessibility. People with an Internet 
connection can consult a wide range of datasets about almost any topic: crime data, 
healthcare data, weather data, financial data, etc.

These data can be employed to make informed decisions regarding different 
domains. For example, businesses can employ demographic data to create personalized 
advertisements or to segment the market. Governments can employ their data to design 
new policies. Any person regularly uses data to make informed decisions. A simple 
question like “should I get a coat to go out today?” can be answered through data 
(made available by weather services) to make an informed decision that, in the end, 
seeks some kind of benefit (in this case, the benefit of avoiding hypothermia).

However, delegating decisions solely in data might turn out to be a two-edged 
sword. Data not only can be wrong or false, but it can also be incomplete, and making
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decisions using wrong data leads to wrong decisions. There are several cases in which
relying on the wrong data has provoked undesired results, mostly because of data bias
or even algorithmic bias [1–3].

So it seems clear that if the data that you are using to make decisions is not the best
for your problem, you could end up with decisions that are also not the best for your
problem. But how can people avoid such inconveniences with data? Bias is generally
introduced unconsciously, and it can be hard to detect our own biases and be aware of
them while collecting data. For these reasons, data should be thoroughly examined to
identify gaps or inconsistencies before using them in decision-making processes.

One of themost usedmethods to ease the analysis and exploration of datasets is visual
analytics [4, 5]; using information visualizations, users can interact and explore datasets
through visual marks that encode certain information [6]. However, visualizations could
hide data issues by lifting the attention from the analysis process carried out on the raw
data to the discovered patterns. Patterns can be seen as shortcuts that tell us properties
about the data, for example, if there are correlations among the visualized variables [7].
But visual analysis shouldn’t be reduced to just the identification of patterns and to trust
them blindly, because patterns can likewise lead to wrong conclusions [8].

This work describes a proposal for raising awareness during visual analysis,
helping users to make informed decisions taking into account the flaws or potential
issues of their datasets. Specifically, issues related to data aggregation, which can be
very harmful in data-driven decision-making processes. The main goal is not only to
improve decision-making, but to address inclusion problems when dealing with data, as
data biases can lead to decisions that (involuntarily, or not) discriminate individuals.

The rest of this paper is organized as follows. Section 2 introduces some issues
related to data analysis and data aggregation. Section 3 describes the methodology
followed to design the proposal. Section 4 presents a proposal to raise awareness
during visual data analysis. Section 5 discusses the proposal, following by Sect. 6, in
which the conclusions derived from this work are outlined.

2 Background

The outcomes of decision-making processes are actions that affect the context in which
decisions are being made. When deciding which action to take, the decision-maker will
have an assumption on how the action’s effect will affect the context, looking for a
benefit or a pursued result. However, the critical fact is that assumptions can be very
personal and could vary depending on the person’s beliefs, background, domain
knowledge, etc.

Even when the decision-maker support its decisions on data (embracing data-driven
decision-making [9]), there are still problems. As introduced before, data is not the holy
grail of decision-making, because as well as personal traits can influence the decision-
maker, the collected data and performed analyses can be influenced by other harmful
factors like data biases [10] or poor analysis.

There are specific fields of study, like uncertainty visualization, that try to find
methods to visualize uncertain data, thus warning users regarding the uncertain nature
of the results they are consuming through their displays [11, 12]. However, uncertainty
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visualization is complex, and several concepts could be difficult to understand by non-
technical or non-statistical audiences, such as probabilities or densities, resulting in
users ignoring or misinterpreting uncertainty [13].

On the other hand, the data that is being visualized can present issues that could be
concealed and not considered through information visualizations, like excessive (or not
appropriate) aggregation levels, which could result in wrong conclusions.

Summary statistics summarize a set of observations through a collection of values
that simplify the comprehension of the datasets. But this simplification comes with a
price; while performing these summaries, a lot of information can be lost. One of the
most famous examples of this drawback is Anscombe’s quartet [14], in which different
datasets that tell very different stories have the same mean and variance. Anscombe
highlighted the usefulness of graphics [14] to avoid these issues (Fig. 1).

So aggregated data ease the analysis process, but they can lead to a loss of
information. Aggregated data can also be vulnerable to phenomena like the ecological
fallacy and the Simpson’s paradox [15].

Inferring individual behavior by using aggregated data is a common extrapolation
mistake, where analysts might conclude that the behavior of a group is also accurate to
explain the behavior of the individuals within that group [16, 17].

Simpson’s paradox is also related to the data aggregation-level. In this case, there
might exist lurking variables that could entirely “change” the conclusions derived from
aggregated data [18, 19].

These aggregation-related issues can be very harmful if not taken into account [20],
especially if the audience is biased or not statistically-trained (or both).

Some works have tried to address these aggregation drawbacks through detection
algorithms [21, 22], but a few tried to address them during visual exploration [23].

Fig. 1. The Anscombe’s Quartet. The four datasets have the same mean and variance values on
both variables represented on the X and Y axes.
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3 Methodology

The proposal focuses on how to draw attention to potential aggregation biases and
fallacies during visual analysis. A simple workflow has been considered to automati-
cally seek for aggregation issues regarding the data being presented to the user.
Specifically, issues involving the Simpson’s paradox and underrepresentation of
categories.

Each categorical variable is considered as a potentially influencing variable. Of
course, as it will be discussed, this methodology is limited to the available variables
within the dataset. If the whole dataset has a small set of categories, the results would
not be as useful as it could be with a richer dataset.

The workflow follows a naïve approach to detect Simpson’s paradoxes [23]:

1. Every possible grouping at any possible level is computed on categorical to obtain a
set of potential disaggregation variables.

2. When the user visualizes data, the current aggregation level is retrieved (i.e., the
categorical columns used to group the data)

3. These data are then grouped by the variables identified in the first step.
4. The results of the performed disaggregation are sorted and compared with the

original scenario (i.e., the aggregated data values) trend.
5. If the disaggregation results differ from the originally aggregated results (a threshold

can be defined to specify which proportion of values need differ from the original
trend to consider the paradox), the Simpson’s paradox is considered for the dis-
aggregated attributes

However, even visualizing the disaggregated data by the identified attributes in the
fifth step, there could still be aggregation issues if data are in turn aggregated by a
function such as the mean, mode, ratios, etc. These functions can, in turn, distort the
reality of data.

To avoid relying on aggregation functions, when the detected Simpson’s paradoxes
are inspected, a sunburst diagram complements the display to give information about
the raw data sample sizes regarding the disaggregated values.

Sunburst diagrams are usually employed to represent hierarchies; in this context,
they are useful to display how the number of observations of the variable being
inspected varies its size among the different disaggregation levels.

The primary purpose is to have another perspective of data, drawing attention over
potential underrepresentation or overrepresentation in datasets.

4 Proposal

A simple proof-of-concept has been developed to illustrate the proposal. The employed
test data is from one of the most famous cases involving Simpson’s paradox: the
student admission at UC Berkeley in 1975 [24]. This dataset holds the following
information about each student: gender, the department in which the application was
issued, and the result of the application (admitted or rejected).
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If the gender variable aggregates this data, the results yield a significant gender bias
against women: only 35% of women were admitted, in contrast with the 44% of
admitted males. This data could help the decision-makers to design new policies trying
to address the discovered gender bias.

However, this high-level aggregation hides some parts of the picture. If data is, in
turn, disaggregated using the department in which the application was issued, we see a
different scenario: the majority of the departments shown higher admission rates for
women than men. What was happening is that women applied to more competitive
departments than men, who issued the majority of applications to departments with a
high rate of admissions (resulting in higher admissions rates among male students).

This case is a famous example of Simpson’s paradox, but misleading conclusions
can be present in any context if these potential issues in data analysis are not accounted
for. For this reason, the interface presented in Fig. 2 is proposed.

When the user is exploring her dataset, Simpson’s paradox detector starts searching
for potentially influential groupings that change the trend of the currently displayed

Fig. 2. Interface proposal for detecting aggregation issues.
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variables. If any grouping changes the trend, the categorical variables identified are
displayed (top section of Fig. 2).

The user then can click on each detected grouping to explore how the disaggre-
gation affects the value that she was examining, in addition to a sunburst diagram that
shows the distribution of occurrences of each observation under the selected grouping
(bottom section of the Fig. 2). In this specific example, the user can observe how
women apply less to departments with high admission rates (like department A, for
example) and issue more applications to more competitive departments, obtaining a
complete view of the examined data.

5 Discussion

Aggregating data is useful to summarize observations, but it can overlook crucial
aspects of data, like, for example, underrepresentation or overrepresentation of the
samples. Raising attention over this matter is essential, especially when studying
behavioral data or data that involve human beings.

How can this approach benefit decision-makers regarding inclusion-related issues?
Our biases could blind ourselves and make us not prone to ask skeptical questions
about the analyzed data. If data confirms something we believe, we might trust the
results without carrying out further analyses [25].

This approach forces analysts (or any kind of audience) to have a more in-depth
look at aggregated data, which sometimes can conceal underlying patterns or trends.
Having a deeper look is crucial when analyzing data for inclusion-related research
contexts because it is possible to visualize if aggregated results are due to the over-
representation of certain categories and to identify if any category is missing or not
represented at all.

Not considering aggregation issues can strengthen the belief that “one size fits all”,
which can lead to (involuntary) discrimination. If you design a product (referring to an
object, an algorithm, a policy, a treatment, etc.) for “people” and you use data that only
represent a particular portion of people or don’t bring attention to their differing
characteristics, you end up with a personalized product for a segment. There is nothing
wrong with personalized products; what is wrong is to think that this unconsciously
personalized product is universal and should fit every individual.

The underrepresentation of certain categories depends, of course, on the data
context. For example, in the Berkeley dataset, the underrepresentation of women’s
applications to some departments is due to the preference of the students to apply to
specific departments. But there are other cases in which the underrepresentation is due
to selection bias or a not representative sampling of the population. It is essential to
take this into account to avoid data bias against minorities (or even against non-
minorities, like women [20]).

A proposal for visually identifying aggregation issues (especially those related to
the Simpson’s paradox) has been developed. Of course, this proposal does not try at all
to replace statistical methods but to deliver a visual tool to understand better our
datasets.

PO
ST



The proposal has been focused on raising awareness regarding how disaggregating
data could change the patterns identified during the analysis of aggregated data. It also
could be used as an informative tool to educate people through a friendly interface
regarding the underlying issues of data aggregation and their dangerous effects on
decision-making processes.

Educating people in data skepticism and regarding potential biases is important
because data visualizations can be very persuasive and could influence people’s beliefs.
Relying on data visualizations tools to raise awareness can be powerful due to the
possibility of presenting information in understandable manners and also to the pos-
sibility of enabling individuals to freely interact with data [26, 27].

The methodology seeks for sub-groups that “change” the original scenario (i.e., the
trends identified on aggregated data). It is important to mention that, in this case,
statistical significance has not been considered because the main goal was to draw
attention to changes in visual patterns, no matter how small. However, complementing
this methodology with the computation of statistical significance could be more
powerful in some contexts [23].

Statistically-trained audiences might be aware of these issues. However, other
audiences could reach wrong insights about data if attention is not raised regarding
potential issues, thus distorting the decision-making process without even notice.

For example, when dealing with policies that affect individuals, it is crucial to rely
on disaggregated data to avoid ignoring the necessities of minorities [28–30].

But when talking about disaggregated data, there are some limitations to take into
account. Demographic variables are meaningful for inclusion-related research contexts,
but also sensitive. Some of these variables can be difficult to collect because of privacy
policies or privacy concerns.

In fact, for some activities as for example, hiring people, having such data available
could introduce the risk of biasing the decisions made during some phases of the
process [31, 32]. So analysts and decision-makers must understand the level of analysis
and goals to anonymize or omit these attributes accordingly.

To sum up, it is important to foster critical thinking and some skepticism toward
data. When dealing with information about individuals, accounting for data gaps is a
responsibility, because the decisions made could have a high impact in the context of
application, and sometimes, this impact is not beneficial for everyone.

6 Conclusions

This work presents a proposal for raising awareness in decision-making processes
through visual analysis. Relying on inappropriate data could lead to wrong decisions.
But identifying flaws in data is not a trivial task; bias, beliefs, and uncertainty can show
up both at data collection time and analysis time, resulting in distorted insights.

Through the detection of existing Simpson’s Paradox and the disaggregation of the
displayed data, the presented proposal tries to draw attention to issues like excessive or
inappropriate aggregation levels and potential overrepresentation or underrepresenta-
tion of data attributes or categories.
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Future work will involve the evaluation and refinement of the proposal to improve
its effectiveness to obtain a tool to raise awareness about inclusion in different fields.
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